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Case for Support

Part I: Track Record
If dialogue systems are to be natural and easy to use,
they must behave incrementally, understanding and
generating language word-by-word; but current mod-
els lack general mechanisms for doing this. This
project will bridge this gap, producing tools and re-
sources for incremental semantic processing in dia-
logue, compatible with existing dialogue systems and
which can be learned automatically from data.

1 Applicant

Matthew Purver (PhD King’s College London, 2004)
is a Lecturer in Human Interaction in the School of
Electronic Engineering and Computer Science (EECS)
at Queen Mary University of London (QMUL), ap-
pointed December 2009. Previously he was a Senior
Research Fellow at QMUL (2009), and a Research As-
sociate at Stanford University (2004-2008).

He has published 10 papers in journals includ-
ing the Journal of Semantics, Research on Language
and Computation and the IEEE Transactions on Au-
dio Speech and Language Processing; over 40 pa-
pers in reviewed conferences and workshops including
the conferences of the Association for Computational
Linguistics (ACL) and the Cognitive Science Society
(CogSci); and several contributions to edited collec-
tions including a chapter in the recent Wiley textbook
Spoken Language Understanding (Purver, 2011). He
has recently given invited talks at the School of Infor-
matics at the University of Edinburgh, the Centre for
Research in Computing at the Open University, and
the French computer science research institute INRIA.
His citation count (based on his 40 most cited publica-
tions on Google Scholar) is over 800 with H-index 17;
his H-index in the ACL Anthology is 4.

In 2010 he was elected to the Scientific Advisory
Committee for SIGDIAL (the ACL/ISCA Special In-
terest Group for Discourse and Dialogue); he is also
a member of the Advisory Board for SemDial (the
organising body for the workshop series on seman-
tics and pragmatics of dialogue). He acted as techni-
cal programme co-chair for the 2010 SemDial work-
shop, and as local organiser for the 2009 SIGDIAL
conference. He has acted as a reviewer for ESRC and
EPSRC grant proposals; for several journals includ-
ing Computational Linguistics, Discourse Processes,
Speech Communication, the Journal of Natural Lan-
guage Engineering, Computer Speech and Language
and Dialogue & Discourse; and for conferences in-
cluding the ACL, COLING, EMNLP and SIGDIAL.

He is currently supervising 2 PhD and 2 MSc students,
having graduated 2 MSc students with merit in 2010.

This is his first proposal as a Principal Investiga-
tor; he was a named researcher on the recent ESRC
project Dynamics of Conversational Dialogue (Dyn-
Dial: RES-062-23-0962) investigating incremental
processing in dialogue. From 2004-2008 he was a ma-
jor contributor on successful project-internal proposals
for Stanford CSLI on the DARPA CALO project.

1.1 Recent Work, Collaborations, Contributions

His research focusses on the modelling of dialogue and
language in interaction, including theoretical models
of dialogue phenomena as well as the design and im-
plementation of systems for processing or taking part
in dialogue. His PhD thesis, funded by the EPSRC
project ROSSINI (GR/R04942/01), resulted in the
CLARIE dialogue system, capable of advanced clar-
ification and confirmation behaviour (Purver, 2006).
At Stanford, his work on the NIST project CHAT,
in partnership with Bosch and Volkswagen, produced
novel methods for multi-device dialogue management
and understanding (Purver et al., 2006c), leading to a
working spoken dialogue system for hands-free opera-
tion of multiple devices in cars, with patent application
and subsequent commercial development (Yan et al.,
2007). His work on the DARPA CALO project, in col-
laboration with many academic and industrial partners
including SRI, led to new methods for understand-
ing multi-party open-domain spoken dialogue (Purver
et al., 2006b, 2007), used in the CALO Meeting Assis-
tant system (Tur et al., 2010).

A major strand of his research is concerned with in-
crementality in dialogue: people produce and under-
stand language, and build up representations of mean-
ing, in a word-by-word and turn-by-turn fashion. His
work on the ESRC Dialogue Dynamics (RES-000-22-
0355000) and DynDial projects has resulted in new
models for incremental generation and parsing (Purver
& Kempson, 2004a; Purver et al., 2006a) and incre-
mental dialogue phenomena such as compound contri-
butions, utterances split across several turns or contrib-
utors (Purver & Kempson, 2004b; Purver et al., 2010);
these have been implemented as the open-source Dy-
Lan system (Purver et al., 2011) which will provide the
implementation platform for this project. However,
while these models provide a sound starting point, they
currently exist only as prototypes with little coverage
or robustness. By extending them into learnable, ro-
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bust, practical resources, this project will provide the
foundation for a full subsequent programme of re-
search, allowing him to establish himself as an inde-
pendent researcher in this important field.

2 Host Organisation
The host organisation will be the School of Electronic
Engineering and Computer Science (EECS) at QMUL,
where Dr. Purver is a member of the Interaction, Me-
dia and Communication (IMC) research group. The
then Computer Science Department at QMUL (now
part of EECS) ranked 14th in computer science and
informatics in the 2008 RAE, with 80% of research
and 75% of staff assessed as world-leading (4*) or
internationally excellent (3*). The IMC group com-
prises c.20 researchers with expertise in human inter-
action, cognitive science, computational and formal
linguistics. The group’s research and infrastructure
includes a strong focus on dialogue and incremental-
ity: the DiET toolkit for dialogue experimentation, the
DyLan dialogue system and IMC avatar system, the
Augmented Human Interaction laboratory and Media
& Arts Technology Studio will all be available to the
project. EECS will provide data storage and comput-
ing resources, including access to relevant corpora.

The project will use IMC’s research contacts (see
section 3) and links with the EPSRC Media & Arts
Technology (MAT) Doctoral Training Centre; together
they collaborate with several relevant commercial or-
ganisations who can help define, influence and/or aid
the research, including online advertising and market-
ing (MEC Global, the Institute of Professionals in Ad-
vertising), social media software (HeadShift), media
and telecommunications (BBC, BT).

Dr. Arash Eshghi will act as the PDRA researcher.
He is uniquely placed to extend the existing parser,
generator and dialogue system implementations as re-
quired, having been the primary developer on the Dyn-
Dial project since taking over from Purver in 2009.

Julian Hough is an EPSRC-funded PhD student
(started September 2010) investigating the effect of in-
crementality in generation on self-repair; his research
will complement the generation work by providing
corpus and implementation resources.

3 Advisory Board
The following have agreed to provide expertise and ad-
vice during the project, but do not require funding:

Prof. Ruth Kempson (QMUL) is an expert in incre-
mentality in formal linguistics and the primary author
of Dynamic Syntax (DS) (Kempson et al., 2001), and
will advise on theoretical issues for the DS framework.

Prof. Shalom Lappin (King’s College London) and
Dr. Alexander Clark (Royal Holloway, University
of London) are experts in grammar induction (see e.g.
Clark & Lappin, 2010) and will advise on the induc-
tion work outlined in Section 3.1.1.

Prof. Alexander Koller (Potsdam University) is
an expert in natural language generation as planning
(Koller & Stone, 2007) and will advise on the genera-
tion work outlined in Section 3.1.2.
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Part II: Description of Research
1 Background
1.1 Introduction
Human-computer dialogue systems (telephone re-
sponse systems, cars, robots) need to be natural and
easy to use. To achieve this, they need to behave incre-
mentally: understanding and reacting appropriately as
partial information becomes available (as in 1a), rather
than waiting for complete information before reacting
(1b) or treating each input as complete (1c):

(1) a. Usr: I’d like er [pause] . . .
Sys: Yes?
Usr: a ticket to Paris from, hang on . . .
Sys: Paris, France?
Usr: right, from London please.
Sys: OK, checking for Paris to London.

b. Usr: I’d like er [pause] . . .
Usr: a ticket to Paris from, hang on . . .
Usr: from London please.
Sys: OK. Do you mean Paris, France?

c. Usr: I’d like er [pause] . . .
Sys: I’m sorry, I don’t understand. Please

state your destination.

Humans behave this way, taking turns speaking and
listening to show attention, clarify information or add
detail when needed. Incremental dialogue systems are
more natural, user-friendly and efficient, but must in-
terpret and generate language word by word – up-
dating some representation of meaning as each word
is heard or spoken – and general methods for doing
this are currently lacking. This project will address
this gap, providing a linguistically-based framework
for incremental semantic interpretation and genera-
tion, compatible with existing dialogue systems and
which can be learned automatically from data.

1.2 Related Work
Motivation Psycholinguists have long realised that
human language processing operates incrementally,
with utterances both produced and understood on a
word-by-word rather than sentence-by-sentence ba-
sis (see e.g. Sturt & Crocker, 1996; Ferreira, 1996).
Inherently incremental phenomena such as the mid-
utterance clarifications and sentence continuations of
example (1a) above are common (Howes et al., 2011),
and the requirements they impose have inspired new
frameworks for dialogue modelling (Schlangen &
Skantze, 2009). Incremental dialogue systems are
more efficient: processing partial inputs as they be-
come available allows time-consuming downstream
processes such as reference resolution, planning or
database lookup to begin earlier (Aist et al., 2007;
Schuler et al., 2009). They also allow self-monitoring:
by checking partial outputs as they are produced (by
parsing with an equally incremental interpretation pro-
cess), ambiguity or parsing difficulty can be detected

and repaired (Neumann & van Noord, 1994; Neu-
mann, 1998). Some systems are now capable of many
incremental phenomena: mid-utterance backchannels
(Skantze & Schlangen, 2009), continuations (DeVault
et al., 2009; Buß et al., 2010), self-repairs and hesita-
tions (Skantze & Hjalmarsson, 2010).

Limitations To date, however, such systems are lim-
ited by their interpretation and generation capabilities,
tending to rely on hand-crafted grammars, keyword
lists and/or scripted output text (Atterer & Schlangen,
2009), limiting coverage and domain. Many non-
incremental dialogue models avoid such hand-crafting
via robust statistical methods (e.g. dialogue act clas-
sification (Gorin et al., 1997) or probabilistic decision
processes (Lemon & Pietquin, 2007)), but their ability
to express rich semantics is limited, and it is not yet
clear how to apply them to an incremental situation in
which utterance boundaries are not known.1 What is
needed is a domain-general method of word-by-word
processing, linking word input and output to seman-
tic representations bidirectionally, allowing a system
to switch from hearer to speaker and vice versa while
operating on the same representations of meaning.

Existing approaches Research in incremental pars-
ing has resulted in models which can explain
pyscholinguistic observations (see e.g. Hale, 2001;
Demberg, 2010). However, these have so far been
framed within traditional approaches to syntax which
license complete sentences over strings (e.g. phrase-
structure grammars for Hale (2001); Collins & Roark
(2004), tree-adjoining grammar for Demberg (2010),
categorial grammar for Clark & Curran (2007)). The
resulting models are therefore limited in how useful
they can be to a dialogue agent: string-based gram-
mars cannot account for some incremental phenomena
(Purver et al., 2010); licensing and processing incom-
plete sentences is required; and agents require some
representation of the semantic as well as syntactic con-
text – the partial meaning expressed in context so far.

Adding some semantic information to such an ap-
proach is possible (e.g. Stoness et al., 2004, add
NP reference) (although still limited in flexibility as
above), but while many parsers produce full seman-
tic output (see e.g. Bos et al., 2004), we are not aware
of any which do so incrementally. Alternatively, sta-
tistical models for incremental semantic interpretation
have been proposed (e.g. Schuler et al., 2009), which
can express predicate-argument structure while being
robust and learnable from data. However, they are nec-
essarily highly domain-dependent in both representa-
tion and model, and limited in linguistic insight; and
their use of sequence models (e.g. Markov models)
constrains them to the standard view of sentences as
complete units (decoding against the most likely com-
plete model sequence), once again meaning that they
are not ideally suited for interactive phenomena such

1Although see (Petukhova & Bunt, 2011) for an initial proposal
for dialogue act tagging; and section 3.1.1 below.
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as those of (1a). Also, neither of these approaches are
currently reversible, making mid-sentence shifts be-
tween parsing and generation hard to model.

Research in incremental generation, on the other
hand, has often focussed strongly on reversibility, as
sharing representations between generation and pars-
ing is required for self-monitoring (Neumann, 1998).
However, the notion of incrementality often assumed
here is one of processing (allowing downstream tac-
tical formulation processes to work on partial repre-
sentations as they are produced by the strategic plan-
ner, before combining into a single complete sentence)
rather than one which relates to the linear nature of
language, and as such not obviously suited to the
speaker/hearer shifts seen in dialogue. Approaches
which more directly reflect left-to-right incremental-
ity in generation are available, and can allow realistic
self-repair in dialogue (Guhe, 2007; Skantze & Hjal-
marsson, 2010), but are not reversible.

Dynamic Syntax A general, incremental, bidirec-
tional, semantic approach is therefore required. One
candidate is Dynamic Syntax (DS), an inherently in-
cremental, parsing-oriented grammatical framework
which provides procedures for mapping sequences of
words directly to semantic representations, without
any need for an intervening layer of syntax (Kemp-
son et al., 2001; Cann et al., 2005). Recent work by
the PI and colleagues (DynDial, ESRC RES-062-23-
0962) has made significant strides in applying DS to
dialogue: incorporating the framework of Type Theory
with Records to provide the structured semantic rep-
resentations required for dialogue phenomena (Purver
et al., 2010), extending the model of linguistic context
to cover incomplete sentences, fragments and ellipsis
(Kempson et al., 2011) and showing how this can be
implemented within a model of context suitable for
spoken dialogue systems (Purver et al., 2011). Impor-
tantly, a model for generation is also available, defined
in terms of parsing so as to be equally word-by-word
incremental and interchangeable at any point (Purver
& Kempson, 2004). As such, DS seems uniquely
placed to provide a semantic framework for incre-
mental dialogue modelling. However, its utility for
dialogue systems is currently limited by two factors.
Firstly, its coverage is currently very limited, as its se-
mantic grammars must be hand-crafted by expert lin-
guists. Secondly, while it defines strictly word-by-
word incremental models of both parsing and gener-
ation, the generation component is currently limited to
one of surface realisation, with no indication of how
this can be combined with the higher-level strategic
generation and planning required in any real agent. It
is these limitations that we will address in this project.

2 Research Hypothesis and Objectives

Research Hypothesis The current generation of di-
alogue systems is limited by the lack of a domain-
general incremental approach to semantic understand-
ing and generation. One candidate is Dynamic Syntax,

but (as noted above) its applicability is constrained by
(a) its lack of coverage and the requirement for hand-
crafting grammar and lexicon, and (b) the lack of a link
to planning for generation. By applying and adapt-
ing methods for grammar induction, and exploiting the
fact that DS produces semantic structures which can
be checked against known sentence semantics, we will
provide a method for learning DS grammars and lex-
ica automatically, allowing a step change in its cover-
age, robustness and availability for use by non-experts.
By defining a new incremental and adaptive genera-
tion strategy, we will allow it to integrate with avail-
able domain-general planning techniques. Combining
these advances into a publicly available toolkit will
provide a new resource for research towards more ca-
pable and human-like dialogue systems.

Timeliness and Novelty Current research dialogue
systems are capable of various incremental behaviours
but limited in their generality and linguistic complex-
ity; however, they provide implemented toolkits which
can be used as our starting point (e.g. Jindigo: Skantze
& Hjalmarsson, 2010). Recent theoretical and linguis-
tic research on the DynDial project has advanced DS to
a state in which it can be applied to dialogue systems in
principle and a prototype has been produced (DyLan:
Purver et al., 2011), but it lacks coverage, learnability
and and an interface with higher-level dialogue man-
agement processes. This project will bridge the gaps
between these two strands, providing robust linguistic
resources suitable for use by dialogue researchers.

To do this we will benefit from recent work into
grammar induction (Zettlemoyer & Collins, 2007;
Kwiatkowski et al., 2010) which shows how semantic
data can be used to learn grammars, although (so far)
relying on string- and sentence-based grammar (CCG)
and paying no attention to incrementality. We will also
exploit existing NLG research which shows how sur-
face realization can be tightly integrated with planning
(Koller & Stone, 2007) – although again, not yet from
an incremental perspective.

2.1 Aims and Objectives
The overall aim of the project is to achieve a step for-
ward in the quality and ease of development of incre-
mental dialogue systems by producing new methods
and resources for incremental language understanding
and production. We will develop methods for induc-
ing incremental semantic grammars from data, meth-
ods for incremental NL generation with planning, and
produce and release a toolkit integrating these new ca-
pabilities to allow easy development of incremental
semantically-aware dialogue systems. This will be a
tractable but significant step in the important general
research programme into natural, incremental systems.
The specific objectives are to:

1. Develop methods for DS lexicon and grammar
induction over semantically-annotated datasets,
adapting existing semi-supervised grammar in-
duction methods;
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2. Convert an existing semantically annotated cor-
pus (e.g. GeoQuery, PropBank) into a format
suitable for learning and evaluating incremental
processing methods, and make it available;

3. Evaluate our induction approach(es), first on an
artificial dataset, and then on real corpus data;

4. Develop and evaluate new incremental generation
models for DS, allowing incremental goal speci-
fication and integrating with planning;

5. Implement and distribute the resulting tools, to-
gether with an example system implementation,
within the Jindigo dialogue system toolkit.

3 Programme and Methodology
3.1 Methodology
DS models parsing and generation as processes of in-
crementally and monotonically adding information to
underspecified semantic trees, via sets of actions –
procedural instructions for tree update – provided by
the lexicon and grammar. Importantly, these trees are
semantic not syntactic, representing terms in the typed
lambda calculus; daughter order reflects predicate-
argument structure rather than linear word order. Lex-
ical actions are associated with words from the input
string, and update the trees with new semantic infor-
mation and/or requirements for information to come;
computational actions specify general logical tree op-
erations which can in principle be executed at any
time. As a sentence is parsed, the required actions
update the partial trees under construction, incremen-
tally adding information and introducing or satisfying
requirements, with a grammatical sentence being one
which leads to a complete tree with all requirements
satisfied – see Figure 1. Syntax and grammaticality
are thus expressed through the actions, and the require-
ments they impose and satisfy.

Generation follows the same process, with the addi-
tion of a goal tree representing the proposition to be
expressed: lexical items and actions are chosen from
the lexicon to incrementally build a partial tree just as
in parsing, while checking for subsumption of the goal
tree at every stage.

3.1.1 Grammar and Lexicon Induction
Existing methods for grammar induction can be di-
vided approximately into supervised, semi-supervised
and unsupervised methods (see e.g. Clark & Lappin,
2010, for an overview). While unsupervised methods
have shown some success in learning phrase-structure
grammars (PSGs), it is not clear how they might be
constrained so as to learn a DS-like grammar. Super-
vised methods require data hand-annotated with suit-
able grammatical structures. While such resources ex-
ist for PSGs (e.g. the Penn Treebank), and conver-
sion to other less conventional grammar formalisms
such as CCG and LTAG is possible (Hockenmaier
& Steedman, 2007; Demberg, 2010), it is again un-
clear how they might be transferred to DS: annota-
tions based on syntactic and lexical categories are de-

(start) ?t

↓ ↓

CA ?t
ZZ��

?e ?(e→ t)
↓ ↓

“john” ?t
H
HH

�
��

e : john ?(e→ t)
↓ ↓

“snores” ?t
PPPP
����

e : john (e→ t) : λx.snore(x)
↓ ↓

CA t : snore(john)
PPPP
����

e : john (e→ t) : λx.snore(x)

Figure 1: Parsing in DS (simplified): a formula F of type T is
written T : F here; requirements are marked with ?; steps marked
CA are driven by generally available computational actions.

signed for learning syntactic structures (i.e. the hier-
archical grouping of neighbouring words) but do not
necessarily correspond in any systematic way to the
problems which must be addressed here of assigning
semantic predicate-argument relations between words
across essentially arbitrary distances, and of learning
the distribution between lexical and computational ac-
tions that is fundamental to DS. Instead, we will pur-
sue semi-supervised approaches, using data consisting
of word strings paired with high-level semantic anno-
tations (logical forms (LFs)).

Individual unknown lexical actions can be induced
given a pairing of strings with their corresponding LFs
in the form of DS trees, via a method similar to that
used for PSGs by Pulman & Cussens (2001): hypoth-
esizing candidate actions, and constraining those hy-
potheses by compatibility with the surrounding known
lexical actions and the known LF. Assume a string S
of length n consisting of words w1, w2 . . . wi . . . wn,
where word wi is unknown but all others are in the lex-
icon; and the LF corresponding to S is the tree T . Pars-
ing with the lexical entry w1 produces a set of partial
trees; we keep only those which subsume T as the set
T1; after w1 . . . wi−1 we thus have a set Ti−1. Candi-
date lexical entries for wi can then be hypothesized as
the set of all possible monotonic extensions of mem-
bers of Ti−1 which subsume T (up to and including T
itself). By continuing parsing with the (known) words
wi+1 . . . wn, while continually checking for subsump-
tion of T , we are left with only those candidates for wi

which are compatible with T and the surrounding lex-
ical context. This approach is being developed (Purver
& Sato, prep) but makes several assumptions, includ-
ing the existence of an initial seed lexicon and gram-
mar, and the availability of a corpus with LFs in tree
form; these will be addressed as follows.
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Artificial and real corpus data Initial experiments
will be performed on an artificial corpus generated us-
ing the existing DynDial project DS grammar. Fol-
lowing the method of Pulman & Cussens (2001), we
will generate a set of strings and paired LF trees us-
ing the full grammar, then remove portions of the lex-
icon and grammar and demonstrate the ability to learn
them back, evaluating success against the known orig-
inal entries. Once methods have been developed suf-
ficiently, we will move to experiments on a real cor-
pus of semantically annotated data derived from e.g.
the GeoQuery corpus used by (Kwiatkowski et al.,
2010), PropBank (Palmer et al., 2005) or similar. Note
that this does not require converting annotations at the
word level, but only LFs at the sentence level; auto-
matic conversion will be used where possible, but tem-
porary annotators will be employed where manual an-
notation is necessary (see Justification of Resources).

Reducing assumptions Using the artificial corpus,
the induction method will be gradually extended to
reduce the knowledge assumed: reducing seed lexi-
con size; (dis)allowing part-of-speech knowledge to
reduce hypotheses; hypothesizing computational ac-
tions as well as lexical; and using flat LFs rather than
trees, allowing multiple possible trees (functional ap-
plication structures) per sentence. The effects will be
evaluated via correspondence of the induced grammar
with the original known grammar.

Practical algorithms As assumptions are reduced,
the hypothesis space increases, and efficient algo-
rithms for both parsing and induction may be required,
especially when applying to a real corpus. For induc-
tion, possibilities include inductive logic programming
methods (as used by Pulman & Cussens (2001)) or
a version of the forward-backward algorithm as used
by Schuler et al. (2009); and/or online learning ap-
proaches such as Kwiatkowski et al. (2010)’s update
algorithm or a reinforcement learning approach fol-
lowing Lemon & Pietquin (2007) (but applied to lexi-
cal actions rather than dialogue moves). Alternatively,
hierarchical Bayesian methods might allow constraints
on the hypothesis space to be learnt (Kemp et al.,
2007) given enough data and suitable overhypothesis
assumptions. For parsing, a probabilistic framework
for DS parsing has been proposed by Sato (2011) and
implemented within DyLan, allowing the use of stan-
dard beam-search techniques if a model of action prob-
abilities can be learnt; a log-linear model following
(Clark & Curran, 2007) and conditioning action proba-
bilities on features of partial trees will be investigated.

3.1.2 Generation and Planning

Existing incremental approaches to NLG are either not
strictly incremental in the sense required here (e.g.
Neumann, 1998), or rely on canned word sequences
relating directly to domain concepts (e.g. Skantze &
Hjalmarsson, 2010). The existing NLG definition for
DS, on the other hand, is strictly left-to-right incre-

mental but covers only surface realization (tactical
generation), and therefore assumes a fully formed se-
mantic goal tree (corresponding to a complete proposi-
tional LF) as input. In incremental dialogue, LFs will
be constructed incrementally by some strategic gen-
eration or planning module (Guhe, 2007); will not be
directly available in DS tree form; and may be subject
to revision. We will approach these issues as follows.

Partial Goals To allow incremental specification of
goals by a strategic generator, the existing DS NLG
algorithm will be extended to partial goal trees. Up-
dates to the trees (and strings) under construction will
be constrained by subsumption by the immediately
available partial goal, continuing as it becomes further
specified. This will provide a baseline for our genera-
tion work. Such an approach assumes monotonic up-
dates to the partial goal tree; revisions will cause sub-
sumption failure. However, goal revisions are com-
mon in dynamic contexts, associated with self-repair
(see Guhe, 2007; Skantze & Hjalmarsson, 2010)l. Fur-
ther extension is therefore required; one possibility
is backtracking along the DS parse graph, resuming
when goal subsumption succeeds. More advanced ap-
proaches may be possible, and required to simulate
natural self-repair; these form part of Hough’s PhD re-
search rather than this project, but results will be inte-
grated here and evaluated using Hough’s datasets.

Flat LFs Generating from flat LFs rather than DS
trees is less trivial: many trees are possible for any flat
LF, corresponding to multiple lambda-calculus deriva-
tions, so modification to allow multiple possible goal
trees is required, with a resulting increase in com-
plexity. To reduce this ambiguity we will investigate
and exploit suitable linguistic generalisations about
predicate-argument structure (e.g. that semantic sub-
jects take the first argument position, semantic objects
the second); although some ambiguity will always be
present due to the flexibility of DS linked trees (Cann
et al., 2005). As DS generation is defined in terms of
parsing, we will therefore investigate the re-use of the
efficient parsing methods developed in 3.1.1 above.

Incremental Planning A more principled and effi-
cient approach, however, may be to integrate this tacti-
cal generation process with sentence planning directly.
Koller & Stone (2007) have shown how tactical gen-
eration can be re-cast as a planning problem, view-
ing words and phrases as planning operators which
must be combined to reach the overall LF as the goal,
and Bauer & Koller (2010) have applied this approach
to grammar formalisms such as TAG. We intend to
re-cast the procedural definitions of DS parsing ac-
tions as planning operators (transitions between plan-
ning states corresponding to partial trees/LFs), allow-
ing general planning algorithms (and efficient imple-
mentations) such as FF (Hoffmann & Nebel, 2001) to
drive the generation process directly, planning action
sequences so as to best construct a tree matching a goal
LF. By integrating incremental planning (Guhe, 2007)
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with action sequences which enforce left-to-right in-
cremental surface output, we can derive a generation
process which is incremental at all levels.

3.1.3 Dialogue System Implementation

The new grammars, induction, parsing and generation
methods will be integrated into the existing prototype
DyLan system (Purver et al., 2011). This will result in
a new system as a proof of concept application to dia-
logue, implemented with a web front-end for demon-
stration and public use, and a toolkit for dissemina-
tion and future research. DyLan is implemented using
the open-source, Java-based Jindigo dialogue toolkit
(Skantze & Hjalmarsson, 2010), developed and used
elsewhere and based on the popular incremental di-
alogue model of Schlangen & Skantze (2009); the
toolkit produced here will also be open-source and
publicly available, providing a public resource for fur-
ther development and re-use. Temporary programmers
will be used to help test, package and document code
for release (see Justification of Resources). Deploying
this system with real users is beyond the scope of this
project; it will be evaluated on a test set of examples
of bidirectional incremental phenomena such as (1a).

3.2 Programme of Work

Work Package 1: Techniques Implement baseline
induction method following (Purver & Sato, prep);
create string/tree test corpus using current DS imple-
mentation; modify and evaluate methods in stages of
increasing complexity (individual lexical actions; all
lexical actions; computational actions; LF ambigu-
ity); test log-linear model for parsing preferences (PI,
PDRA: 4 person-months).

Work Package 2: Application and Evaluation Re-
cast induction as ILP problem, interface with ILP
tools; investigate application of forward-backward
and/or other algorithms; convert existing corpus to
string/tree pair format; modify induction methods and
evaluate over corpus; release induced grammar and
semantic treebank (PI, PDRA: 4 person-months, plus
temporary annotators as required).

Work Package 3: Generation Extend DS genera-
tion for incremental/ambiguous goals; re-cast gener-
ation as incremental planning problem; evaluate over
Hough dataset (PI, PDRA: 4 person-months).

Work Package 4: Integration Integrate modified
parser, new lexicon/grammar from WP1,2 into DyLan
system; integrate generation method(s) from WP3; test
internally and release; develop simple chatbot version
and web demo front-end (PDRA: 2 person-months,
plus temporary programmer(s) as required).

Project Management Given the small team and
short timescale involved, the project will be managed
by the PI (Purver), who has experience in project man-
agement from commercial and academic projects. He
will contribute to all WPs and manage the PDRA (with

weekly meetings) and coordination with Hough’s re-
search (via existing supervision arrangements).

4 Academic Impact
Benefit to Other Researchers Incremental dialogue
research is ongoing at many sites including U. Biele-
feld, KTH Stockholm, U. Gothenburg, Arizona State
U., U. Rochester, U. Minnesota, and results will ben-
efit this community directly; theoretical and computa-
tional linguists and cognitive scientists will also bene-
fit from the findings on incremental grammar induc-
tion and integrated incremental generation. Project
results will therefore be made available in forms and
venues suitable for these audiences. Results will be
published in venues with high impact (journals such
as Computational Linguistics, Research on Language
and Computation; conferences such as ACL, HLT,
COLING) and that target the relevant specific audi-
ences (journals such as Dialogue and Discourse, Cog-
nitive Science; conferences such as SIGDIAL, INLG).

WP4 will promote impact by ensuring that the im-
plementations will be open-sourced, documented and
publicly available, both as general grammar induc-
tion and generation tools (implemented in Java and re-
leased via SourceForge) and integrated within the Dy-
Lan system using the open source Jindigo toolkit. An-
notated semantic corpus resources created as part of
WP2 will also be made publicly available.

Collaborations Due to the short timescale involved,
no formal collaborations are envisaged, but expertise
will be contributed by the Advisory Board (described
in Part I above). All members are in London except
Koller, for whom funds are requested for one visit.
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